System Administration
Course Notes #16
Server and Software Installation
Part I:  Server Installation

Another task of the system administrator is to install and maintain servers.  Perhaps the most common server you might be asked to maintain is a web server.  Apache is the typical web server for Linux/Unix computers and is fairly easy to install and maintain.  Other servers include a MySQL server or an Oracle for databases, or an email server like Postfix or a DNS like Bind9.

Here, we will primarily examine performing an Apache installation.  First, installation is greatly simplified through yum, so you don’t have to worry about the physical software installation itself.  yum will instead unpackage the software, compile anything necessary, move the various programs and data files into their necessary locations and clean up the mess.  Once this is done, it is up to the system administrator to then configure the server and get it running.  

NOTE:  if you did not have the package available via DVD, you could also install it as follows:

1. download the latest source distribution from www.apache.org
2. unpack the distribution using gunzip and tar and read the README file

3. run the configure script (like a makefile script) by doing ./configure –prefix=location where location is the location in your Linux directory of where you want to store the apache server code (/usr/local/apache would be reasonable).  If there are errors when you run configure, you will have to edit the script to make corrections.

4. compile apache using make (note:  this relies on you having previous installed the C++ compiler, which you will have done in a previous lab) followed by installing apache itself using make install

5. configure, start and test apache (steps of which we will go through in lab 16)

The Apache server is configured through one large file called /usr/local/apache/conf/httpd.conf.  You will explore this file in lab 16.  The file defines, among other things, directories for various Apache data files.  
· ServerRoot:  the directory under which Apache places its configuration and log files.  One such log file records all of the requests that the server receives (requested page, time of request, destination IP for where the request should be sent).  This log file can be very useful when combined with data mining techniques to determine such things as common accesses (consider an on-line store where we might determine that people who browsed for product A also browsed for product B but not produce C). 
· DocumentRoot:  the directory under which all web pages will be placed.  This typically defaults to /var/www/html.  Users are given subdirectories which are pointed to by symbolic links in their own home directories.  For instance, your directory on studenthome.nku.edu called www is actually a symbolic link, most likely to /var/www/html/username (where username is your user name).
· ErrorLog:  the location of the error log for apache.

· ScriptAlias:  the location for shell scripts (typically /cgi-bin and/or /var/www/cgi-bin)

In addition, the file contains data settings such as Timeout which establishes the number of seconds before the server will send a time out response, KeepAlive which determines whether multiple requests can be served through one connection and MaxClients which is the number of clients that can be served at any one time.  Other variables established are ServerAdmin, the email address to be used to email problem reports to, and the user and group name for the server files.  Another definition is LogFormat, which is the recording (or output) format for messages sent to various logs.
Other definitions are provided in xml notation so that a separate program can interpret these when the server is first started.  These can include the services and features that system directories allow (such as whether symbolic links will be followed or not and controlling access to user directories), what default names are permitted for html files (e.g., index.html, index.htm, index.shtml, default.html, default.htm), and whether to allow or disallow client access to .ht files (these files contain authorization information).
You are free to make adjustments to this configuration file as needed.  Any changes will not take affect until the server is restarted.  Once you have installed the software and modified the configuration file (if needed), you then stop and start (restart) apache which can be done using the service command, the GUI service manager, or by using the instruction /usr/local/apache/bin/apachectl start (or stop or restart).

One running, you can test your server by creating a simple html file and saving it as /var/www/html/index.html.  Then, start your web browser and enter the web server machine’s IP address.  Did it work?

Other servers can be just as easy to install and maintain, but some are far more difficult.  You will explore additional server installations in other CIT courses.

Part II:  Software Installation

Software management is the process of installing, updating, troubleshooting (getting proper paths set up) and removing software.  Like file management, it involves creating directories, moving files around, etc.  However, software usually comprises numerous separate programs and in today’s operating systems, such programs are often distributed to different directories.  A system administrator has a number of software management tasks but many of them have been greatly simplified with modern tools like yum and rpm.  This document explores some of the tasks, some of the Linux commands available, and the yum and rpm tools.

A software package is a single file that contains all of the files needed to install a given software title.  The package has been created by a software developer and includes the proper instructions on how to install and place the various files within the package.  The first step is to download the software package onto your harddisk.  Typically you will place the package in a temporary directory and delete the package after you have finished installing the software (although you may want to archive the package in case you ever have to reinstall and you may be unable to obtain the original package, for instance if you purchased it as a one-time download).

In Linux, a package is often bundled together using tar or some other packaging tool.  Your first step toward installing is to extract the files from the bundle.  A common approach is to tar the files into a bundle and compress the bundle for easier network transfer.  Such a file will end in .tar.gz or .tar.Z or .tar.zip or some similar extension.  To uncompress a file, the most common tool is gunzip.  There are other compression/uncompression tools available as well.  The tar program was original for performing a tape archive.  However, you do not have to use it in conjunction with an external storage device.  Instead, tar can simply be used to bundle or unbundled a collection of files.  To bundle files, use tar –cf (create file) and to unbundled, use tar –xf (extract files).

In the past, much software was distributed in source code format.  This is still true today in the open source world, but purchased software will all be pre-compiled.  To simplify the process of compiling the code, the author(s) of the code would package it together with a makefile script.  This script contains the compilation commands including destination directories for the compiled code.  Additionally, the process of building the compiled software may create temporary files.  The makefile script would also clean up any temporary files and directories.  Building a makefile can be tedious and difficult, but using one should be straight forward.  Unfortunately, it may not be for a number of reasons.  Destination directories may not actually exist in your version of Linux, or the compilation process may not work smoothly because of missing library files or errors in the source code.  So, as a system administrator, you would not only have to perform the installation, but possibly step through the make file process and correct any errors.  Obviously, system administrators should not have to know how to debug C++ code (for instance), but that would sometimes be necessary.  

Before trying to run makefile, you should first read the README file that comes with the distribution.  Like the makefile script, README is written by the author and includes any instructions that you should know including hints in case the makefile step does not work, and assumptions that the author is making.

What follows is a small sample makefile script:

OBJS = MovieList.o Movie.o NameList.o Name.o Iterator.o
// define variables
CC = g++

DEBUG = -g

CFLAGS = -Wall -c $(DEBUG)



// -Wall is a C++ compiler
LFLAGS = -Wall $(DEBUG) 



// param to print all warnings
p1 : $(OBJS)




// perform the operation on each OBJS
    $(CC) $(LFLAGS) $(OBJS) -o p1

// compile (g++) each file
MovieList.o : MovieList.h MovieList.cpp Movie.h NameList.h Name.h Iterator.h

    $(CC) $(CFLAGS) MovieList.cpp

Movie.o : Movie.h Movie.cpp NameList.h Name.h

    $(CC) $(CFLAGS) Movie.cpp

NameList.o : NameList.h NameList.cpp Name.h 

    $(CC) $(CFLAGS) NameList.cpp

Name.o : Name.h Name.cpp 

    $(CC) $(CFLAGS) Name.cpp

Iterator.o : Iterator.h Iterator.cpp MovieList.h

    $(CC) $(CFLAGS) Iterator.cpp

clean:





// clean up afterward by removing all .o files
    \rm *.o *~ p1



// and all ~ (backup) files and p1
tar:

    tar cfv p1.tar Movie.h Movie.cpp Name.h Name.cpp NameList.h \

            NameList.cpp  Iterator.cpp Iterator.h




// finally, create a tar file of the resulting files
The above makefile is actually a very simple example yet shows how complicated the files can be.  An author writes the makefile file and packages it with all source code and any other necessary files (such as documentation).  The administrator then installs the software by relying on the makefile script.  It is not uncommon that you might have to examine the script and make changes – for instance, imagine that the makefile moved the resulting files to the directory /usr/local/bin but you wanted to move it to /usr/bin instead, requiring that you make a minor adjustment in the script, of if you wanted to change the settings for the compiler from –g and –Wall to something else.  

Fortunately today, software installation is much simpler than this.  For Linux, many software packages are bundled into rpm files so that you can use the rpm tool to unbundled and install them all at once.  The rpm tool is the Red Hat Package Manager.  The rpm tool is easy to use.  To install software, do rpm –i packagename.rpm.  To uninstall software, use –e (for erase) as in uninstall –e packagename.  To upgrade a package, use –u.  Finally, you can also use –q to query the rpm database to find more information on either already installed packages, or packages that have yet to be installed (as long as the rpm files are present).  You can combine the –q and –l options to get a listing of the files in a given package or –q and –a to get a list of all already installed packages.  There are rpm repositories available at many locations on the Internet, such as the ones at centos.karan.org/e14/extras/stable/i386/RPMS/ and at http://dag.wieers.com/rpm/.  Aside from using rpm from the command line prompt, you can also run the GUI package manager, system-config-packages.

You can also install software from the DVD/CD-ROM from which you installed Linux initially.  You might recall from your initial installation that you were able to specify which software packages to install.  Using the Add or Remove Applications selection from the Applications menu brings up the list of software classes available (from which you can select all of the packages or select specific applications to install).  

Aside from rpm, the yum tool is also available.  Yum, which stands for Yellow dog Updater, Modifier, can be used to install software or update software, including the Linux kernel itself.  This is a product from Duke University for Linux users.  It uses rpm to manage, update, add, modify and delete software packages.  yum automatically computes dependencies and figures out what operations must occur to install packages. It makes it easier to maintain groups of machines without having to manually update each one using rpm.  Using yum is very simple, it does most of the work by itself (although it can be time consuming to update packages and install new ones).   A simple yum command is yum install title where title is the name of the software package.  Other yum commands (in place of install) including list (which lists packages that have a given name in them as in yum list “foobar”), chkconfig yum on (which has yum perform an upgrade every night), yum remove title (which uninstalls the titled package, removing all dependencies) and yum –y install title (which does the install but answers “yes” to any yes/no question that is asked of the user so that the install can be done without human intervention).

