System Administration
Course Notes #2
The Bash Shell
Bash stands for Bourne Again Shell, based on the earlier Bourne shell.  Bash is the default shell in Linux and the one that we will be using.  The Bash shell features a number of improvements over standard shells, particularly with respect to command line editing (the ability to edit the command as you enter it) including tab completion.

The Bash shell is a popular interface for Linux.  The Bash shell itself performs several operations, although to the user, it really just appears to be a prompt where you can type in your linux commands.  The Bash shell does the following steps:

· Reads input from the terminal window (or a file)
· Breaks input into words and operators, obeying the quoting rules. Each item is stored as a separate token.  Alias expansion takes place here if the command contains any aliases.  
· The tokens are parsed into simple and compound commands. 

· Shell expansions take place if any are called for.  This breaks tokens into lists of filenames, commands and arguments.  

· Any called for redirections are then performed (pipes). 

· The command is then executed and upon completion, the shell obtains the exit status of the command (if necessary), with results displayed to the terminal window if no output redirection was called for. 

Details of some of these steps are provided below such as quoting rules, alias expansion and shell expansion.

Variables
The shell allows you to define variables whose values can be used by the OS itself, or by your own scripts and commands.  Variables are denoted simply by their name, such as NAME or PWD.  By convention, variable names are fully capitalized.  In order to obtain the value stored in a variable, you precede the name with $ such as $NAME or $PWD.  A common instruction to use to find out the value of a variable is echo such as echo $NAME which will output the value stored in NAME.  To assign a variable a value, use an assignment statement (much like in Java).  The form is VAR=value.  Value can either be a string or a number.  If the string does not contain any blanks or special characters, then the string does not need quote marks.  If the string does contain blanks or special characters (such as \n) then you must use quote marks around it.  There is a difference between using “” and ‘’, which will be described later.  

Example:  NAME=Frank



     NAME=“Frank Zappa”



     NAME=‘Frank Zappa’

Here are some useful variables defined in your Bash shell:
· DISPLAY – the Linux name for standard output (defaults to :0.0)

· HISTSIZE – the number of commands that can stored in the history list

· HOME – the user’s home directory

· PATH – a list of directories that are checked whenever the user enters a command, this allows the user to execute some programs without having to specify the entire path.  Common entries for the PATH variable include /bin where much of the linux kernel is stored, /usr/local/bin where a lot of the application software is stored, and /usr/X11R6/bin where much of the windowing interface is located.  Without PATH, executing a command would require specifying the full path name of that command.  For instance, who would instead be /usr/bin/who. 
· PS1 – defines the user’s prompt, which might include special characters that represent the user’s name or the current directory or the number of the command as it will be stored in the history list.  For instance, your prompt is probably defined as \u@\h$ : which stands for the user’s name followed by @ followed by the host machine name followed by the $ character (so you might see something like zappaf@kosh$).  You can also define a number of other things in your prompt such as the current date (\d), the current working directory (\w), the number of the current command as it would appear in the history list (\!).  You can redefine your prompt in the Bash shell by typing PS1=… such as PS1=‘\d \! $ ’ which would output the date, the command number, and a $ followed by a blank space.
· PS2, PS3 and PS4 may be used to define other prompts that are used in various programs

· PWD – the current directory (called the working directory), OLDPWD is the previous directory

· SHELL – the default shell for this user

· USER – the user’s user name
Some variables are global variables defined in your bash shell’s environment.  You can obtain a listing of all such environment variables through the command env.  Such variables may not be available when running software, so you would have to first export any variables that you want to make available in a new environment.  This is done by using export VARNAME.  For instance, if you define a variable in your Bash shell and then open a new Bash shell, the variable is not known in the new shell.  If you had first exported the variable, then it would be known.  Alternatively, if you create a variable, say FOO and store 1 in it and then open a new Bash shell and set FOO to 2.  When you leave your new Bash shell and resume the old one, FOO would have a value of 1 unless you had first exported FOO.

FOO=1


echo $FOO ( outputs 1


bash


echo $FOO ( outputs nothing


FOO=2

echo $FOO ( outputs 2

exit 

echo $FOO ( outputs 1

If you had instead done export FOO before bash, then echo $FOO in the new Bash shell would respond with 1 and the final echo $FOO would respond with 2.

Aliases
An alias is merely a new name for something.   You can define aliases at any time although typically they are defined in one of your start-up scripts.  The reason for an alias is to save yourself the difficulty of having to remember how to type in a command later that you might not remember or that you might want to shorten.  Consider for instance that you always want to use ls –al instead of just ls.  You could define this as an alias by typing alias ls=‘ls –al’ whenever you start your Bash shell.  Now, whenever you type ls, the ‘ls –al’ is substituted for it.  You can also prevent a costly mistake using an alias by doing alias rm=‘rm –i’.  The –i means to delete a file in interactive mode where the system asks you to confirm your deletion before the file is actually deleted.  In this way, you have a safety valve in case you accidentally type the wrong thing (you meant to type rm foo but instead type rm fox and you accidentally deleted the wrong file).  Aliases can be defined by you at the command prompt, or they can be created automatically in a start up script.

To define an alias, you type alias string1=string2 where string1 will be replaced by string2 every time you type string1.  If string2 has spaces in it, then you must enclose string2 in ‘’ or “” marks.  Note that you can turn off an alias at a later point by typing unalias string1.  

Here are some aliases that you might find defined in one of your startup scripts:

· alias ..='cd ..'


shortcut examples
· alias ...='cd ../..'

· alias ....='cd ../../..'
· alias m=less



· alias md=mkdir

· alias egrep='grep -E'


simplify parameter options
· alias fgrep='grep -F'

· alias h='history 10'
· alias xt='xterm -bg black -fg white &'

· alias sl=ls



typo examples
· alias mroe=more

Expansion
Several of the steps involved when the Bash shell executes an operation are forms of expansion.  Each of these steps is designed to take a user’s input, which might include some shorthand notation, and expand them into actual Linux commands.  The forms of expansion are listed below.
· Brace expansion – if you have a list of items and you want them all carried out, you place them in { } separated by commas.  This is commonly used when you want to specify several directories.  For instance, you may want to perform ls on three subdirectories of the directory /home/zappaf/ called stuff1, stuff2 and stuff3.  You can accomplish this by doing ls /home/zappaf/{stuff1,stuff2,stuff3}.  Brace expansion can be more complex by having lists within lists such as ls mystuff/{a1/{b1,b2},a2/{c1/c2},a3.  This would result in the command ls mystuff/a1/b1; ls mystuff/a1/b2; ls mystuff/a2/c1; ls mystuff/a2/c2; ls mystuff/a3.
· Tilde expansion – for convenience, you can use ~ to indicate your home directory.  For instance, the user zappaf could specify ls ~ meaning ls /home/zappaf.  The value ~ is expanded into the value of the variable HOME.  ~ can also be used in conjunction with + to get the value stored in the directory PWD, ~- to get the value stored in OLDPWD, and ~N where N is a number to access a directory that has been stored on the file space’s stack.  We won’t worry about these latter uses of ~.
· Command substitution – the output of a command can replace a command, for instance, a command might generate the output “ls –al” which is then executed as if it was the original command.
· Arithmetic Expansion – the shell can perform simple arithmetic using operators like !, ++, -- (as in Java) or perform simple arithmetic operations.  The operation is placed inside of (( )).  For instance, imagine that N is a variable equal to 0.  You have directories called foo1, foo2, foo3, etc.  You can ls the directories by using ls foo$((N+1)), ls foo$((N+2)), ls foo$((N+3)), etc.
· Pattern Matching – the Bash shell has the ability to take a string that represents a partial pattern, and find matches.  The string is called a regular expression.  The regular expression comprises a series of characters with wildcards.  The simplest wildcard is *.  An example of using * might be to do ls on all of the foo directories in one command by doing ls foo*.  This ls’s all directories that start with the characters ‘f’, ‘o’, ‘o’.  For instance, foo, foo1, foo3, fool, foobar would all match.  We will cover regular expressions and more complex forms of pattern matching in separate notes. 

Special Interpretation of Characters, Words and Quoting
When entering some Linux commands, you do not want the particular parameter to be evaluated or treated as indicated, and so you have to specify how you want the parameter treated.  This is done using a combination of symbols:  \, $, ‘’, “”, ``, and the rules are generally known as Quoting rules.  Quoting rules can be complicated, so examples are offered below.

· To remove the special meaning from a single character use an escape character (\)

· To obtain the value stored in a variable, use $

· To inhibit the interpretation of a sequence of characters use single quotes ‘’
· anything in ‘’ is output literally including anything preceded by \ or $, note that you cannot output single quotes inside of single quotes, so you would have to combine “” and ‘’ as in echo “‘hi’” to get the output ‘hi’

· To suppress most of the interpretation of a sequence of characters use double quotes “”
· in this way, you can output such things as the values of variables or have escape characters take effect

· To obtain the output of a linux command and use it in the current instruction, use the backtick quote ``

Here are some examples that use echo.  Assume NAME stores “Frank Zappa”


Command




Output


echo hello there



hello there


echo hello\nthere 



hello








there


echo hello ‘\n there’



hello \n there


echo hello $NAME



hello Frank Zappa


echo ‘hello $NAME’



hello $NAME


echo “hello $NAME”



hello Frank Zappa


echo date




date


echo `date`




Wed Aug 22 19:43:36 UTC 2007


echo “$NAME, today’s date is date”

Frank Zappa, today’s date is date

echo “$NAME, today’s date is `date`”
Frank Zappa, today’s date is Wed Aug 22…

echo the directory $PWD stores ls

the directory /home/zappaf stores ls

echo the directory $PWD stores `ls`

the directory /home/zappaf stores [all 

      files/subdirs in /home/zappaf are listed]


Note:  the \n may or may not work as presented above.  

The single quote marks (‘ ’) cause the value of the variable to not be interpreted, but the double quote marks (“ ”) cause the value of the variable to be interpreted, this is what is meant when it says to suppress the interpretation most of the time.

Suppose you want to output hello ‘friend’, how would you do that given that the quote marks have special purposes?  Use the escape character \ as in echo hello \‘friend\’ but not echo “hello \‘friend\’” which would output hello \‘friend\’ instead!  Note that * is interpreted as a wild card character, so to output *, you would use \*.  For instance, if you did echo * hi *, the * would be wildcards that would cause echo to output all items found in the current directory.  So this would be like doing ls; echo hi; ls; so instead you would want to say echo \* hi \*  If you were to embed \* hi \* in quotes, then you would see the literal item, \* hi \* instead of * hi *.  
Redirection
In Linux, you are able to redirect input to a program from standard input (keyboard) to come from some other source such as a file or another program, and you can redirect output of a program from standard output (the window where you entered the command) to other destinations such as a file or another program.  You can also chain together the output of one program to become the input to another program.  This is known as a pipe or pipeline.  Consider for instance that you want to list a directory using ls, but the directory is lengthy and the items will scroll off the screen.  A simple way to handle this is to redirect ls’ output to either less or more.  Pipes are performed using the | symbol.  So the instruction becomes ls | more (or ls | less).  Redirecting input and output is performed using <, >, <<, and >>.  
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Figure 3-3 Connecting program output and input using pipes



In order to redirect standard input, use <

· In order to redirect standard output, use >
· In order to redirect standard output to an existing file by appending, use >>

Examples:


sort < names.txt


uses the contents of names.txt as input to sort

sort < names.txt > sortednames.txt
names.txt is input, sends output to sortednames.txt

cat f1 f2 f3 >> fall


appends to fall the files f1, f2 and f3

The redirection << allows you to input from keyboard until a given input is found, which performs the end of the input.  For instance, if you want to sort a list of items that you are inputting from keyboard, and you want the input to end with the text “bye”, then you would say sort << bye <enter> and then type in each item one at a time, ending with “bye”.  At this point, the input is sent to sort and the output is displayed in the window.  If you want to redirect the output of sort, you might say sort > sortedlist.txt << bye <enter>.  Now, the sorted list will be stored in the file sortedlist.txt.
Shell Initialization

When you first open a Bash shell, the operating system executes one or more scripts that contain various definitions and initialization steps to tailor your shell’s environment.  The primary two scripts are the system’s bash profile script located in /etc (this script might have different names in different systems, but is called bash.bashrc on Kosh), and the .bashrc file in your home directory.  Some of the things set up through these scripts are:
· Your user prompt’s appearance (stored in the variable PS1)

· Your PATH variable

· Your HOME variable

· If there is a bash_completion file, execute it

· If there is a bash_alias file, execute it

· Any aliases that you want set up

Other Bash Features

Tab completion:  When typing in a command or a file name, once you reach a unique part of the item being typed in, you can complete the item by pressing the escape key.  For instance, imaging that you have the files abba_lyrics.txt, abracadabra, and abrupt_stuff.  If you type more abb[tab] the Bash shell will complete this for you and you will see on the line more abba_lyrics.txt.  If you type more abr[tab], the Bash shell will beep at you because it was not able to complete the file name since there are two files that could be used.  If you typed more abra[tab] or more abru[tab], it would complete as you expect.  Additionally, if you press the tab key twice, you will get a list of all items that match.  So you could type more abr[tab twice] then abracadabra and abrupt_stuff will both appear.  Tab completion will also work on commands.  For instance, you might type fing[tab] to get “finger” and then fox[tab] to get foxr.  Tab completion not only completes the command or file name based on what is found in the current directory, but also follows all of the directories located in your PATH variable.  So you might find that a part of a name is not unique because those characters are found in a file somewhere else.

History:  The shell will remember each of your previous commands in a history list.  You can recall a previous command by stepping through the history list.  To obtain the history list, type history.  To re-execute a previous command, type !number where number is the number of the command in the list.  For instance, imagine that you have typed:


cd ~


ls -al


cd somefiles

Now if you type !2, this recalls ls –al from the history list for you.  There are other variations of accessing the history list.  For instance, !! repeats the last command, and the history list can also receive a partial command name, for instance !l (that is a lower case letter l, not the number 1) will repeat the last item on the history list that starts with the letter l.

Editing commands at the command prompt:  Bash allows you to edit and move along the command being entered in the command line prompt.  Many of these movement/editing commands are taken from the Emacs text editor.

cntrl+a – move the cursor to the beginning of the line


cntrl+e – move the cursor to the end of the line


cntrl+b/left arrow – move the cursor one character back


cntrl+f/right arrow – move the cursor one character forward


cntrl+d – delete the next character


cntrl+k – delete the rest of the line starting at the cursor (k for “kill”)


cntrl+y – paste at the cursor what was most recently killed (y for “yank”)


cntrl+p/up arrow – repeat the previous line (same as !!)



doing multiple cntrl+p/up arrows steps you backward through the history list


cntrl+n/down arrow – move forward in the history list


backspace or del – delete the character prior to the cursor


cntrl+_ or cntrl+u – undo the last command


esc+f – move forward by one word (to the next blank)


esc+b – move backward by one word


esc+d – delete the current word from the point of the cursor to the next white space 


cntrl+l (that is control + the letter L) – clear the screen and reposition the cursor at the top

Help:  there are several forms of help available in Linux.  The first, man, you have already used.  Another form is called help.  Type help [pattern] and you will get helpful information on anything that matches the pattern supplied.  If you want help on a specific instruction, say alias, type help alias.  You can also find all instructions that might reference a give pattern using apropos.  For instance, you might want to find out what instructions use .bashrc by typing apropos .bashrc.
Editors:  there are several default editors available in the Bash shell because linux users and system administrators will often have to edit text files such as scripts.  Perhaps the most common two are vi and emacs.  You should have covered vi in CIT 140.  There are notes and a lab on emacs if you wish to learn it, and a lab on vi if you need practice. 









